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Abstract. Understanding how and why business processes unfold differ-
ently across subsets of cases, commonly referred to as process variants, is
essential to identifying improvement opportunities. Existing approaches
to process variant analysis largely depend on machine learning models
that classify cases into variants and then use model explanations to
highlight the features driving such classifications. Prior user studies in
artificial intelligence have shown that these model explanations can be
complemented through the selection of natural examples that better cap-
ture these differences. Thus, process variant analysis can be enriched by
elevating the explanation from highlighting features that better describe
their differences to selecting the cases containing these features. Inspired
by prior work in process variant analysis, we propose a framework that
extracts, quantifies, and leverages declarative behavioral rules to identify
these cases. Particularly, we identify two types: cases that are representa-
tive of the process variants (prototypes) alongside cases that shore up
their frontiers (boundary cases), as means to complement existing process
variant approaches.
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1 Introduction and motivation

Information systems are central to the execution of business processes, as they
capture their operational behavior through large-scale event logs. An event
log consists of cases, each representing a process case described as an ordered
sequence of events. Every event typically records the activity performed, its
completion timestamp, and the corresponding case identifier; further attributes,
such as the resource involved or associated costs, may also be included. Process
mining techniques leverage these logs to discover actual process executions, assess
performance, and analyze behavioral patterns.

Recently, increasing attention has been directed toward understanding differ-
ences among specific subsets of cases, commonly referred to as process variants [13].
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Fig. 1: Bidimensional representation of case examples for two process variants
(yellow and red). Solid circles denote decision boundaries, squares represent cases,
dashed circles highlight prototypes, and the squares within the purple dashed
ovals indicate boundary case pairs. X and Y are feature projections.

These encompass cases that share a distinguishing characteristic, such as a spe-
cific outcome or attribute value, that sets them apart from the rest of process
executions. For example, consider an event log related to the management of
traffic fines with activities such as ‘Send Fine’, ‘Payment’; or ‘Appeal to Judge’.
Process variants could be defined according to whether the payment is completed
on time or with a delay. Analyzing differences between these variants can show the
causes of delays (e.g., offenders appealing the fine instead of paying it directly).

To identify differences between process variants, some approaches use machine
learning (ML) techniques to extract sets of rules that explain the distinguishing
features [1,5]. These rules are typically expressed in an “if X then Y” format,
where X is a logical combination of features, and Y indicates a specific process
variant. For instance, in the traffic fine scenario, a possible rule might be: “If
‘Appeal to Judge’ occurs in a case, then it belongs to the delayed process variant”.

However, although these rules already provide useful information, they are
not the only way differences between process variants can be explained. For
instance, user studies in the field of explainable artificial intelligence (XAI) have
shown that this format of explanation can be complemented with examples [11].
Example-based explainability methods uses real or artificially generated samples
to illustrate model behavior and reasoning [10].

Aligned with these ideas, in this vision paper, we call for elevating real cases
from passive data points to first-class explanatory artifacts. Rather than asking
only which features distinguish variants, we propose asking: Which concrete
executions best demonstrate these differences? This shift reframes variant expla-
nation as a principled example selection problem. Following a similar approach as
prior work in variant analysis [13], we envision a framework in which a machine
learning model predicts the process variant of a case based on execution data.
This model structures the behavioral landscape of cases, enabling the systematic
identification of informative examples. Particularly, we consider two complemen-
tary explanatory constructs. First, we introduce prototypes, i.e., cases that are
maximally representative of a variant and embody its characteristic behavioral
patterns. Secondly, we introduce boundary cases, i.e., correctly classified cases
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that lie near the decision frontier. These cases expose the limits of process variants
(see Fig. 1), that differ in small behavioral deviations alter classification, revealing
subtle distinctions. These constructs provide an example-centered perspective to
process variants analysis that broadens the explanatory foundations of process
variant analysis and complements existing rules-only approaches. Furthermore,
this work opens a new empirical and methodological agenda including questions
such as: How should representativeness and proximity be defined in behavioral
spaces derived from event logs? How can process mining tools integrate abstract
rules and concrete cases into coherent explanatory workflows?

The remainder of this paper is organized as follows. Section 2 presents
the background and related work. Section 3 details the envisioned framework.
Section 4 draws the conclusions from this paper.

2 Background and related work

We divide the background and related work into the following three areas.

2.1 Process variant analysis

In recent years, many approaches have been proposed for analyzing process vari-
ants. A survey on this topic recommends classifying these approaches according
to how they explain the differences between variants [13].

Some approaches extract interpretable differences (e.g., rule sets) that high-
light distinguishing characteristics of each variant. Several rely on statistical
techniques to identify such rules [2,12]. For example, Taymouri et al. [12] detect
statistical differences in control flow and performance dimensions between two
variants. Other approaches use ML to discover discriminative differences (e.g.,
rule sets) by assigning a class label to each case based on a specific criterion (e.g.,
whether the case deviates from an expected process) [13]. For instance, Bose and
van der Aalst [1] encode cases as feature vectors by extracting features related
to both individual activities (e.g., repetitions of activity A) and their sequences
(e.g., how often activity A is immediately followed by B). Using these vectors
they apply association rules and decision tree algorithms to generate conditional
statements that describe each variant. Different works have extended this idea
by enhancing case encodings. For example, Di Francescomarino et al. [5] use
declarative encodings of cases, involving features related to activity occurrences
and attribute values. They describe the declarative behavior using DECLARE
rules and encode them based on their activation results.

Prior research has shown that these rule-based explanations can be comple-
mented with examples [11]. Artificial example methods have been adapted to
explain ML models trained on event log data for tasks such as predictive process
monitoring [8]. This consists in altering a case to change the model prediction, the
changes are the explanations. Complementary to them, natural example methods
have not been explored in process variant analysis.
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2.2 Natural example-based explainability methods

Natural example-based explainability methods use samples from a dataset to
explain a particular class or the dataset as a whole [10]. These methods can
be categorized according to the type of insight the examples provide. Two
categories are particularly relevant in this context. The first comprises approaches
for retrieving prototypes, which are representative instances of a dataset. The
representativeness of the prototypes depends on their purpose. One common use
is to provide post-hoc interpretability of ML models. In a classification task, a
prototype is a sample exhibiting the most important features for a specific class
of the dataset. Some approaches for retrieving prototypes have been developed in
process mining as well. Mohammadreza et al. [6] define an approach to improve
the process discovery using prototypes. The purpose of our approach is different
since we focus on explainability methods. Closer to our work, Grigore et al. [7]
define a framework to analyze process variants including prototypes. The cases are
encoded at activity and event levels. By contrast, our framework encoding relies
on DECLARE, and we complement prototype-based explanations with boundary
cases to better understand the differences between process variants.

The second category includes approaches that provide natural counterfactual
examples, which reveal the boundaries between the class samples by highlighting
feature differences that lead to the model predictions. Given a sample S, a natural
counterfactual is the closest existing sample in the dataset for which the ML
model produces a different prediction [10]. To illustrate this, consider a binary
classification problem where the task is to predict a loan approval. Consider that
a sample that is predicted as “not approved”. Its natural counterfactual would
be the closest instance in the data that is predicted as “approved”. Together,
the natural sample and the natural counterfactual form a pair of cases, each
one belonging to a different process variant. This pair is particularly effective in
revealing the boundaries between variants [10].

2.3 Declarative behavioral rules and measures

Declarative behavioral rules are an effective means to train ML models for
process variant prediction [5]. These rules describe permissible order relationships
between activities without prescribing the full, end-to-end linearization of the
execution order [4]. A widely used language to define such rules is DECLARE [9],
which offers rule templates to express temporal relations between activities. For
example, the DECLARE rule RESPONSE(A, B) indicates that whenever activity A
occurs, activity B must eventually follow. Each occurrence of A in a case is a rule
activation. Once the rule is activated, if B eventually occurs, RESPONSE(A, B) is
fulfilled, otherwise it is violated.

Different measures can be computed to assess the extent to which a case
satisfies a DECLARE rule [3]. A commonly used measure is confidence, defined
as the ratio of fulfilments over activations, with values ranging from 0 to 1 if an
activation occurs in the case. For instance, consider the case (A, B, A, B, C, A)
and the rule RESPONSE(A, B). The activation A occurs 3 times. The first two

lead to fulfilment (B follows A), the third one does not, then confidence is .
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Fig. 2: Overview of our framework. Inputs highlighted in green are given as an
external parameter, and outputs highlighted in purple are the final outcomes.

3 Envisioned framework

Figure 2 shows our envisioned framework for obtaining a set of natural examples
that highlight differences between process variants. It assumes that the event
log has already been partitioned into variants. To illustrate it, consider a travel
declaration process with three variants (accepted, denied, and partially accepted)
composed of activities such as Request Travel Budget (RTB), Send Declaration
(SD), Travel (T), Reject (R) and receive Payment (P). Our approach receives
the travel declaration log and its variants, and returns two types of samples that
explain the differences between them: (i) prototypes and (ii) boundary cases,
near the decision frontier.

Step 1: Feature extraction. The first step involves the extraction of features
that represent each case in the input log. In this paper, we focus on control-
flow-based features because they can be retrieved from any event logs as they
constitute the expected minimal information provision, i.e., a multi-set of event
sequences labeled by activity names. Specifically, we use features derived from
declarative behavioral rules, given the strong predictive performance shown in
prior work [5]. Each case is thus described by the confidence values of all DECLARE
rules mined from the log. Those values can be obtained using known techniques in
declarative process discovery [4]. If a rule is not activated in a case, the value is set
to none. Suppose, e.g., that the travel declaration log contains cases ¢; = (T, P),
ca ={T,SD), and c3 = (RTB, R). The rule RESPONSE(T, P) has a confidence of
1 for ¢y (fulfilled), 0 for ¢y (violated), and none for cs (no T occurs).

Step 2: Case encoding. In this step, we encode each case of the input log
as a vector, where each feature obtained in the previous step corresponds to a
dimension. The resulting vectors are assembled into a matrix X, in which rows
represent cases and columns correspond to features. Each entry in X stores the
confidence value of a feature for a given case. Table 1 shows an excerpt based on the
example cases. We also build a vector Y containing the process variant associated
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to each case. Finally, X and Y are randomly split into training (Xtrain,Y¢rain)
and test sets (Xiest,Ytest), preserving the process variants’ distribution.

Step 3: Model training. In this step, we train an ML classifier using X;ain and
Yirain- We define our classifier as a model M that predicts the probability that a
case ¢ belongs to each process variant of a log L based on its feature vector. Once
trained, M can determine the variant of unseen cases using their DECLARE-rule
measures. Importantly, we require that classifiers are well-calibrated and output
probability distributions over all variants rather than a single predicted label.

Step 4: Prototype identification. After training the classifier, we identify
a prototype for each variant using X ain, following standard practice [10]. The
prototype of a variant V' is defined as the training case ¢ that maximizes the
predicted probability of belonging to V. This case captures the most characteristic
features of the variant while remaining most distinct from the others. For example,
let the accepted variant’s prototype be cace = (RTB, T, SD, P), and the denied
variant’s prototype be cgen = (SD, T, RTB, R). Comparing these cases reveals
distinct behavioral patterns. In the accepted variant’s prototype, T follows RTB,
SD follows T, and the case concludes with P, reflecting a compliant execution that
leads to approval. By contrast, in the denied case, SD precedes T, T precedes
RTB, no payment is recorded, and the case ends with R. These differences
are reflected in the RESPONSE(RTB, T) and RESPONSE(T, SD) DECLARE rules,
which hold in the accepted prototype but not in the denied one.

Step 5: Boundary case identification. After identifying the prototype of each
variant, we search for boundary cases, i.e., pairs of cases from different process
variants that lie near the decision frontier. These pairs expose subtle behavioral
differences that can explain why a case belongs to one particular variant rather
than another [10]. They can be identified by searching for cases whose probability
to belong to two specific process variants are as close as possible. The identification
of boundary cases may not be feasible for all the process variants in an event
log, due to the scarcity of cases that have similar features yet belong to different
classes [10]. In this case, artificial example-methods are needed to obtain them.

For example, in the travel declaration process, let the following cases be
the boundary cases of accepted-denied: Cace-bounda = (RTB, T, SD, R, SD, P), and
Cden-bound = {SD, T, RTB, R, SD, R). They reveal that a rejection can occur in
accepted cases, because some errors occur when processing the declaration, but
the final output is the acceptance of the case after sending the declaration.

Table 1: An excerpt of a matrix containing feature vectors of cases

ReEsPONSE(T, SD) REsPONSE(RTB, R)

c1 1 none
Ca 0 none
c3 none 1
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3.1 Conceptual Demonstration

To illustrate our framework, we consider the Road Traffic Fines log. Each case
starts with the creation of a fine, including an amount. A penalty is added if it
is not made within a required period. Offenders may appeal the fine to a judge
or prefecture. If no payment is made, a collection agency is involved. Volzer et
al. [14] classify these cases into four distinct outcomes: (i) fully paid: the fine is
paid, including expenses and penalties, (ii) dismissed: the fine is waived due to
a successful appeal, (iii) collected: an agency is assigned to collect the unpaid
amount, (iv) unresolved: the fine is neither fully paid, dismissed, or collected.

We consider each of the above as a process variant. In this scenario, prototypes
would look like the ones displayed in Tab. 2 (left). These prototypes convey class
characteristics intuitively. For example, fully paid prototype reflects that Payment
activity (PYM) is what distinguishes this class from others. Additionally, a
boundary case pair would look like Tab. 2 (right), presenting subtle differences
by starting similarly, but further unfolding differently.

4 Conclusion

As the process mining field matures, the question of how insights are communi-
cated and understood by analysts becomes increasingly central. Explanation is
not merely a by-product of analysis; it is a problem by itself. In the context of
process variant analysis, explanations have largely focused on abstract feature
characterizations, usually through rules. In this paper, we argue for broadening
this perspective by elevating real cases to first-class explanatory artifacts.

By conceptualizing explanation as an example selection problem, we introduce
prototypes and boundary cases as complementary constructs for making variant
differences tangible and behaviorally grounded. This expands the explanatory
toolkit to include example selection alongside rules and measures, opening a new
avenue for designing process analytics that are not only accurate, but also more
meaningful to human decision-makers.

This vision raises concrete research questions to be addressed in future
work about whether model-guided examples enable analysts to recognize variant

Table 2: Prototypes and boundary case examples. Activity names are abbreviated:
CF: Create Fine; SF: Send Fine; IF: Insert Fine Notification; AP: Add Penalty;
PYM: Payment; ID: Insert Date Appeal to Prefecture; SA: Send Appeal to
Prefecture; AJ: Appeal to Judge; SC: Send for Credit Collection.

Variant Prototype

Collected ¢ CF, SF, IF, AP, 5Cy _variant Boundary case

Dismissed ¢ CF, SF, IF, AP, AJ>  Fully paid { CF, SF, IF, ID, SA, AP, PYM )
Fully paid { CF, PYM ) Unresolved { CF, SF, ID, SA, IF, AP, PYM )
Unresolved { CF, SF )
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membership more effectively, how different types of examples support reasoning,
and how example-based explanations interact with formal abstractions like rules.
Addressing these questions requires not only algorithmic development, but also
controlled user studies and interaction design, bringing explanation research in
process mining closer to human-centered evaluation practices.
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