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Abstract
In this paper we present MailOfMine, an approach and a software
tool aimed at automatically building a set of workflow models, which represent the artful processes laying behind the knowledge workers’ activities,
on top of a collection of email messages. The advantages are numerous:
the unspecified agile processes that are autonomously used become formalized: since such models are not defined a priori by experts but rather
inferred from real-life scenarios that actually took place, they are guaranteed to respect the true executions (often Business Process Management
tools are used to show the discrepancy between the supposed and the
concrete workflows). Moreover, such models can be shared, compared,
preserved, so that the best practices might be put in evidence from the
community of knowledge workers, to the whole business benefit. Finally,
an analysis over such processes can be done, so that bottlenecks and delays
in actual executions can be found out.
In MailOfMine, workflow models are described according to a declarative approach, with a specific visual notation. After presenting the architecture of the system, this paper reports some performance tests and
the results of the application of the tool on a real case study.
Keywords: (H.2.4.p, H.4.3.c) Workflow Management, (H.2.8.i) Mining methods and algorithms, (H.2.8.I) Text Mining, (H.4.1.g) Workflow management (H.4.3.c) Electronic mail
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Introduction

Let us consider a project manager, dealing with several critical projects at the
same time. Every day, she needs to react to unexpected events, more than
the ordinary work of collaboration, such as starting the draft of a document
in collaboration with a partner, setting up a critical business meeting with his
group, etc. Very often, managers follow some processes, which are implicitly
known by the managers themselves only. Extracting and formalizing them would
allow, (i) for the manager, a better comprehension of his methodologies, along
with the opportunity of being assisted by an automated software tool, and
(ii) for the company/organization she works for, to collect and compare the
best business practices. As a matter of fact, despite the advent of structured
case management tools, many enterprise processes are still “run” over email
messages. Thus, reverse engineering workflows of such processes and integrating
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them with artifacts and other structured processes can paint a true picture of
the enterprise’s process landscape.
For a long time, formal business processes (e.g., the ones of public administrations, of insurance/financial institutions, etc.) have been the main subject
of workflow related research. Informal processes, a.k.a. “artful processes”, are
conversely carried out by those people whose work is mental rather than physical (managers, professors, researchers, engineers, etc.), the so called “knowledge
workers” [15]. In contrast to business processes, which are formal and standardized, often informal processes are not even written down, let alone defined
formally, and can vary from person to person even when those involved are pursuing the same objective. Knowledge workers create informal processes “on the
fly” to cope with many of the situations that arise in their daily work. Though
informal processes are frequently repeated, they are not exactly reproducible
even by their originators – since they are not written down – and can not be
easily shared either. Their outcomes and information are exchanged very often
by means of email conversations.
The objective of the approach described in this paper is thus to automatically
build a set of workflow models that represent the artful processes laying behind
the knowledge workers’ activities, on top of a collection of email messages. The
advantages are numerous: the unspecified agile processes that are autonomously
used become formalized: since such models are not defined a priori by experts
but rather inferred from real-life scenarios that actually took place, they are
guaranteed to respect the true executions (often Business Process Management
tools are used to show the discrepancy between the supposed and the concrete
workflows); moreover, such models can be shared, compared, preserved, so that
the best practices might be put in evidence from the community of knowledge
workers, to the whole business benefit. Finally, an analysis over such processes
can be done, so that bottlenecks and delays in actual executions can be found
out.
In [5], we described our workflow discovery algorithm, MINERful++ . In
[4], we discussed the visual notation proposed for representing artful processes. With respect to the previous work, more focused on the specific techniques adopted, this paper holistically focuses on the whole approach, named
MailOfMine. Here the results of its validation on a real dataset are presented
as well.

2

The MailOfMine approach: architecture and
implementation

The MailOfMine approach, and the tool, adopts a modular architecture, the
components of which allow to incrementally refine the mining process, as in
Figure 1.
The main input are email archives; an archive is a stored collection of email
messages. First of all, we need to extract email messages out of the given
archive(s). Since archives are compliant to different standards, according to
the email client in use, the component for accessing (“fetching”) the messages
(Email Fetcher in Figure 1) is intended to be plug-in based. At this stage of the
implementation, the system is able to process archives which can be either IMAP
folders (through the IMAP Fetcher), or compressed files with .eml documents
(EML Fetcher). Before getting stored, email messages text parts are cleaned
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Figure 1: The MailOfMine approach

up from signatures and quotations citing some text already written in another
message within the thread, by the usage of a combination of techniques aiming
at this [3]. The outcome is the population of a database, on the basis of which
all the subsequent steps are carried out. In our implementation, the database
is managed by the well known MySQL Server, Community Edition, version 5.1
(http://dev.mysql.com/).
In order to extract the activities whose execution was proven by the flow of
messages, we adopt an approach based on the concept of Speech Acts [11] applied to email messages. Speech Acts are verbal utterances, which belong to the
class of “illocutionary”, i.e., whose significance reside in the assertion to have
done something or in the request, promise or suggestion of doing something,
with a “performative” value The rationale is based on the fact that stating to
have done something, means that an activity has been actually performed, or
is about to be performed. In our context, Speech Acts are written verbal expressions declaring the execution of activities, or requesting their fulfillment,
guaranteeing an achievement, etc. The detection of Speech Acts needs to be
assisted by knowledge workers/users, who are required to provide a dictionary
of words of their domain field, as in [2]. The provided words have to be divided into verbs and objects – say, “write” and “submit” for verbs, “draft” and
“deliverable” for objects. Each verb is concatenated with each object and the
resulting strings are kept in a collection of expressions (e.g., “write draft”, “submit draft”, “write deliverable”, “submit deliverable”). For each expression, an
Information Retrieval (IR) tool is used in order to search them within the email
messages, considering their cleaned subjects and bodies. Only those expressions
that are found in at least one email are considered activities for the process to
discover: meaningless or irrelevant expressions, possibly created by the automated juxtaposition of verbs and objects, are thereby likely filtered out. If, for
instance, “submit draft” is never found in any email, the collection of activities
is composed by “write draft”, “write deliverable”, “submit deliverable” in the
example.
The so called process alphabet, namely, the collection of activities, is thus
3
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compiled. We developed the Activity Xtractor software component to this
aim. All of the email messages where an expression is found are called indicia. Each indicium is a possible evidence of the execution of the activity
that the expression relates to. We also consider the reliability of an indicium, which corresponds to the score that the IR assigned to the email, when
searching for the related activity’s expression. The Activity Xtractor component
makes use of the industry-strong search platform Apache Solr, version 3.6.2
(http://lucene.apache.org/solr/). Its relevance assessment core for indexing makes use of an altered version of the TF-IDF metrics.
Once indicia are found, a log (i.e., a collection of traces, where each trace
is a linear sequence of performed activities, named events) is created from the
Tracer module:
1. each archive is taken as a trace, i.e., a list of events reporting the execution
of an activity;
2. each indicium (i.e., each email) whose reliability is higher than a usercustomizable threshold is taken as an event;
3. the events are ordered with respect to the date and time when the related
emails were sent.
When more than one indicium is found to match a single email, we associate
the email to the highest scored indicium. Thus, we have one indicium only per
email and no couple of events occur at the same timestamp in a trace. The log
is obtained by a XSLT transformation of the result of a query on our database,
selecting distinct indicia in ascending order w.r.t. the timestamp associated
to the email. The outcome of such transformation is a XES formatted log
(eXtensible Event Stream – http://www.xes-standard.org/).
The XES log is passed further to the Process Mining tool (Miner). We
implemented it as a realization of the workflow discovery algorithm, named
MINERful++ , in the homonym component. The output is a process model,
discovered from the given log. Such a process model is a declarative workflow,
i.e., expressed in terms of temporal constraints on the activities. Further details
on the proposed declarative process model are provided in Section 3. The mined
constraints are associated to a metric called support, i.e., a measure of the
reliability of the constraint itself, based on the number of cases where it was
verified in the log.
This model serves as a reference for the execution of the next processes,
by means of the User Interface module, UI, namely the visualization tool of
MailOfMine (see Figure 2). The user is requested to provide an initial setup,
specifying the terms in the vocabulary of the domain of interest, and finally a
process model is returned as a result. She could even ignore the output in terms
of constraints over activities, and just take advantage of suggestions that the UI
suggests her at run-time (Figure 2a depicts an example of run-time interaction,
with suggestions about the subject to insert, the activity to link, etc.). Such
suggestions are elaborated on the basis of the mined workflow, though it can be
kept transparent to the user.
The rationale behind the realization is to make it as less intrusive as possible.
In case she wanted to take control or have a feedback on the structure of the
process which the UI follows, a panel for the analysis of activities is provided as
well, as depicted in Figure 2b.
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(a) Composing an email

(b) Visualizing the current process

Figure 2: The MailOfMine user interface
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We decided to design the MailOfMine tool as a modular architecture so to
keep functionalities tied with specific components. This way, the separate steps
in the computation can be demanded to specific artifacts which can in turn be
substituted or refined with no or few impacts on the rest of the system. All of the
software modules were encoded in Java and deployed on an installation of JBoss
Application Server, Community Edition, v. 6.1, besides the UI component,
written in PHP and running on an Apache HTTP Server, version 2.2.

3

The process model: how constraints are specified

In order to describe the process model adopted by MailOfMine, we need to
specify the constraints that our tool is able to mine. In the following, we abstract activities as symbols (e.g., ρ, σ) of the process alphabet Σ, appearing in
finite strings, which, in turn, represent process traces. We adopt the Declare
taxonomy of constraints for modeling processes, as in [7]. In Table 1, we briefly
summarize the possible types of constraints (also referred to as constraint templates) that Declare is based upon, along with clarifying examples. The reader
can find further information in [7, 8].
We outline a brief example: we want to model the process of defining an
agenda for a research project meeting. The schedule is discussed by email among
the participants. We suppose that a final agenda will be committed (“confirm”
– n) after that requests for a new proposal (“request” – r), proposals themselves
(“propose” – p) and comments (“comment” – c) have been circulated.
The aforementioned activities are bound to the following constraints.
If a request is sent, then a proposal is expected to be prepared afterwards (cf.
Response(r, p)). Comments can be given in order to review a proposed agenda,
or for soliciting the formulation of a new proposal. Thus, the presence of c in the
trace is constrained to the presence of p (cf. RespondedExistence(c, p)). A confirmation is supposed to be mandatorily given after the proposal, and vice-versa
any proposal is expected to precede a confirmation (cf. Succession(p, n)). We
suppose the confirmation to be the f inal activity (cf. End (n)). This mandatory
task (cf. Participation(n)) is not expected to be executed more than once (cf.
Uniqueness(n)).
Thus, the example process consists in the six aforementioned constraints:
Response(r, p), RespondedExistence(c, p), Succession(p, n), Participation(n),
U niqueness(n) and End(n). As an example, the following traces would be
compliant to the workflow: pn, pcn, rpcn, rpcpn, rrpcrpcrcpcn, rpprpcccrpcn.

4

Experiments and evaluation

In order to evaluate MailOfMine, we considered (i) its efficiency, in terms of
computation time, and (ii) its efficacy, in terms of conformance of the discovered
processes to reality.
We conducted the performance experiments on its Process Mining module
(Section 4.1). To this extent, we first produced synthetic logs, stemming from
predefined workflow models. Then, we processed such logs through the Process
Mining module. For every log, we measured the time it took to discover the
originating workflow model, and analyzed its performance with respect to the
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Constraint
Existence constraints
Existence(n, a)
Participation(a) ≡ Existence(1, a)
Absence(m + 1, a)
Uniqueness(a) ≡ Absence(2, a)
Init(a)
End(a)
Relation constraints
RespondedExistence(a, b)
Response(a, b)
AlternateResponse(a, b)
ChainResponse(a, b)
Precedence(a, b)
AlternatePrecedence(a, b)

ChainPrecedence(a, b)
CoExistence(a, b)

Succession(a, b)
AlternateSuccession(a, b)

ChainSuccession(a, b)

Negative relation constraints
NotChainSuccession(a, b)

NotSuccession(a, b)
NotCoExistence(a, b)

Regular expression
Activity a occurs at least n
times in the process instance
a occurs at least once
a occurs at most n + 1 times
a occurs at most once for each
trace
a is the first to occur in each
process instance
a is the last to occur in each
process instance

Example

bcaac
bcac
accbbbaba
bcaaccbbbaba

If a occurs in the process instance, then b occurs as well
If a occurs, then b occurs after
a
Each time a occurs, then b occurs afterwards, before a recurs
Each time a occurs, then b occurs immediately afterwards
b occurs in the process instance
only if preceded by a
Each time b occurs, it is preceded by a and no other b can
recur in between
Each time b occurs, then b occurs immediately beforehand
If b occurs in the process instance, then a occurs, and
viceversa
a occurs if and only if it is followed by b
a and b if and only if the latter
follows the former, and they alternate each other in the trace
a and b occur in the process instance if and only if the latter
immediately follows the former

bcaaccbbbaba

a and b occur in the process
instance if and only if the latter does not immediately follows the former
a can never occur before b
a and b never occur together

bcaaccbbbba

bcaaccbbbab
bcaccbbbab
bcabbbab
caaccbbbaba
caaccbaba

cababa
bcaccbbbaba

caaccbbbab
caccbab

cabab

bcaacca
caacca

Table 1: Semantics of Declare constraints
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input size. The IR module’s efficiency was not tested by itself, being it a thirdparty component.
In order to inspect the quality of results and validate the approach, we
verified the whole MailOfMine system on a real case study (Section 4.2).
There, data were extracted from the mailbox of an authors’ colleague, known
to be an expert in the area of the process to discover. As usual for artful
processes, the process behind the analyzed email messages was not known a
priori. Therefore, we could not apply an automated comparison between the
resulting workflow model and the originating process, since no definition for
the originating process was available at all. Thus, the expert was requested to
analyze and assess the discovered workflow model by categorizing the mined
constraints.

4.1

Performance of the process mining module

All of the tests were conducted on a Sony VAIO VGN-FE11H (Intel Core Duo
T2300 1.66 GHz, 2 MB L2 cache, with 2 GB of DDR2 RAM at 667 Mhz), having
Ubuntu Linux 10.04 as the operating system and Java JRE v1.6.
The synthetic logs’ random traces were created by integrating our tool with
Xeger (http://code.google.com/p/xeger/), a Java open-source library for
generating strings from regular expressions. We set up two different experiments. In Setup 1 (see Figure 3a), synthetic logs were generated by simulating
the execution of diversified versions of the example process, outlined in Section 3.
That process was modified by altering the number of constraints involved in
the definition of the workflow. The constraints ranged from a minimum set
of four (U niqueness(n), P articipation(n), End(n), Succession(p, n)) to the
maximum set of seven (including Response(r, p), RespondedExistence(c, p),
AlternateP recedence(r, c)). For each altered process, different logs were created by also varying alphabet size (i.e., activities appearing in the log), number
of traces and range of the number of events per trace (see Setup 1 in Figure 3a).
In order to consider the performances’ degradation over increasing alphabets,
we also executed a new experiment, according to Setup 2 (Figure 3a).
Figure 3c shows the time taken by the algorithm to run, in comparison with
the number of traces in the logs. The fitting curve drawn is linear. The time
taken for the algorithm to mine constraints, with respect to the average length
of the traces is depicted in Figure 3d. There, the alphabet size is fixed and equal
to 5. The dependency is quadratic.
In order to test the efficiency of MINERful++ when dealing with
real-life cases, we tested it with two well known benchmarks, taken
from the latest Business Process Intelligence Challenges (BPIC) (cf.
“Dutch academic hospital log”, BPIC’11 - http://dx.doi.org/10.
4121/uuid:d9769f3d-0ab0-4fb8-803b-0d1120ffcf54 and “Dutch financial institute log”, BPIC’12 - http://dx.doi.org/10.4121/uuid:
3926db30-f712-4394-aebc-75976070e91f).
Figure 3b summarizes the
execution of MINERful++ on both synthetic and benchmarking data.

4.2

A real case study

In order to evaluate the MailOfMine approach, we took 6 mailbox IMAP folders containing email messages which concerned the management of 5 different
European research projects (Figure 4a). Such folders belonged to a domain ex-
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Setup

Min.
length
[0, 8]
[0, 2]

1
2

Max.
length
[5, 20]
[10, 25]

Number
of traces
[102 , 106 ]
3
[10 , 16 · 103 ]

Alphabet
size
[2, 5]
[10, 50]

Total
runs
29 000
13 536

(a) Performance experiments setup
Source

Activities

Traces

5
52
24

100 000
16 000
13 087

1 676 447
296 277
262 200

624

1 143

150 291

Synth. log, Setup 1
Synth. log, Setup 2
Financial log
(BPIC 2012)
Hospital log
(BPIC 2011)

Events processed

Total time

(avg. 16.764)
(avg. 18.517)
(avg. 20.035)

00:00:15.036
00:00:25.111
00:00:08.997

(avg. 131.488)

00:04:34.099

(b) Performances of MINERful++ over synthetic and real cases

150000

12000

Total execution time [msec]

Total execution time [msec]

16000

●
●

100000

●
●
●
●
●

8000

●
●
●
●
●
●
●
●

4000

●

4000

8000

12000

Number of traces

16000

50000

6

(c) Time needed for the execution, with respect to the number of traces (from Setup 2:
only the tests where the size of the alphabet
is greater than 25 are considered).

9

12

Average string length

15

(d) Time needed for the execution, with respect to the trace length (from Setup 1: only
the tests where the size of the alphabet is
equal to 5 are plotted)

Figure 3: MINERful++ performance tests: setup and results
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pert. Our aim was to use MailOfMine in order to discover the artful process
of managing European research projects and validate the result, together with
him.
We also defined a restricted vocabulary of 10 domain-specific words, divided
into 6 objects and 4 verbs (the list is in Figure 4b), so to ease the revision
process of the gathered results. Once the Email Fetcher (Section 2) stored the
email messages in the database, the IR module extracted the activities, i.e., those
expressions (juxtapositions of objects to verbs in the user-defined dictionary)
appearing in at least an email. We recall here that we name indicia those
email messages proving the execution of an activity. In this case, 8.998% of
the total amount of email messages were considered related to the execution
of an activity. The result of the Information Retrieval task is quantitatively
summarized in Figure 4c.
The Tracer module turned the ordered indicia into a log. That log was passed
to the Miner, which discovered more than 350 constraints to hold true. Basing on
formulae that take into account (i) the number of traces where the constraints
are verified and (ii) the subsumptions and associations among the Declare [8]
taxonomy of constraints, MINERful++ pruned out redundant and subsumed
constraints. Therefore, it returned a minimal set of ca. 200 constraints. In
order to assess the validity of the mined process, we checked every constraint
with the expert. This allowed us to have a quantitative evaluation, which an
“imperative” process model would not have eased.
For each constraint in the list, we asked him whether it was either: (i)
right, i.e., it made sense with respect to his experience; (ii) noticeably right,
i.e., it not only made sense but also suggested some surprising mechanisms in
the workflow; (iii) wrong, i.e., not necessarily corresponding to reality; (iv)
utterly wrong, i.e., not corresponding to reality, unreasonable.
The last level was assigned to quite few constraints (7 out of 173), a half
of how many were considered noticeably right (14). The model is not known
a priori, but the expert could classify as right or wrong a guessed constraint.
Then, the analysis helped us find only true positives (TP , i.e., right or noticeably
right) and false positives (FP , i.e., wrong or utterly wrong). As a matter of fact,
such situation of partial knowledge of the workflow reproduces a real case, where
the artful process had not ever been formalized before. Recalling that
Precision =

TP
TP + FP

the algorithm was proved to obtain a Precision degree of 0.794 over the real
case study. Figure 4d summarizes the encouraging results of this real case
study evaluation. More than 75% of the constraints inferred were compliant to
a realistic model of the process. Figure 4e shows the trend of true positives,
false positives and overall (i.e., the sum of the preceding) constraints found, with
respect to their support. The quantities on the ordinates are cumulative, i.e.,
they represent the sum of the values which are gained up to the current value
on the abscissae. The curves show how, as the support increases, the distance
between the cumulated false positives and the true positives rises.
For sake of completeness, here we show the Finite State Automaton (FSA)
describing the discovered process, in Figure 5. Figure 5a depicts the FSA representing the whole process at once, whereas Figures 5b and 5c are views respectively related to the execution of “send demo” and “write deliverable” activities.
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1
3523

Messages

Mailbox
3
4
844
4 746

2
39

5
1 479

6
60

Total
8 770

(a) The input
Verbs
write
send
submit
organize

Objects
deliverable
report
demo
agenda
meeting
draft

(b) The vocabulary

Verbs
Objects
Words
Expressions

4
6
10
24

Activities
Indicia
Constraints found
Constraints shown

13
139
378
218

Messages indexing computation time [msec]
Indicia retrieval time [msec]
Constraints computation time [msec]

5 497
5 687
324

(c) Retrieved information and mined process

●

0/100

3.211 %
[7]

200

Constraints Discovered

20.642 %
[ 45 ]

150

75

25

6.422 %
[ 14 ]

100

69.725 %
[ 173 ]

50

0

50

●

0.80

●
● ●

● ●

●
● ●
●●

●

0.85

●●

●●
●●

●●
●
●●

●

●
●
●●

0.90

●
●
●
●●●

0.95

●

1.00

Support
Result evaluation

Noticeably right

Right

Utterly wrong

Wrong

Constraints Discovered

(d) Appropriateness of the discovered results
in the case study

●

Total

False Positives

True positives

(e) The trend of the quality of the cumulative sum of constraints discovered, w.r.t. the
assigned support

Figure 4: Evaluation of MailOfMine on a case study: setup and assessment
of the results
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(a) The discovered process: a global view on the workflow, drawn
as a Finite State Automaton

(b) The discovered process: a local view on the constraints constraining the
“send demo” activity, drawn as a Finite State Automaton

(c) The discovered process: a local view on the constraints constraining the
“write deliverable” activity, drawn as a Finite State Automaton

Figure 5: Evaluation of MailOfMine on a case study: global and local views
on the discovered process, depicted as Finite State Automata
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5

Related work

Information Retrieval (IR) is finding material of unstructured nature (usually
text) satisfying an information need, from within large collections of documents.
Text Mining, or Knowledge Discovery from Text deals with the machine supported analysis of text: indeed, it refers generally to the process of extracting
interesting information and knowledge from unstructured text. [10] proposes a
method employing text mining techniques to analyze email messages collected
at a customer center. Based on [9], this work shows how to cope with the information extraction in the context of email messages, for the construction of a
key concept dictionary. Our aim is not restricted to the extraction of the key
concept dictionary, but rather deals with the mining of activities performed on
top of them; on the other side, in MailOfMine, we assume to rely on a userprovided dictionary of keywords, as described in Section 2. [2] introduces the
usage of an ontology of email acts, i.e., “Speech Acts” [11] (see Section 2), to
classify messages. Thus, they had the intuition that searching for the evidence
of performed activities within email messages corresponds to the analysis of
the verbal contents of the conversation. In particular, they look for correspondences of specific words belonging to a taxonomy of terms, divided into verbs
and nouns, that, mixed together, constitute Speech Acts. In order to properly categorize the messages, according to such “mail acts” (as the authors call
them), they compare different categorization and learning techniques to texts
which are preliminarily cleaned up from quoted texts and signatures, as in [3].
In this work, we take inspiration from the intuition of [2] and make use of the
implementation of [3] to filter redundant information out of email texts.
Process Mining [12], also referred to as Workflow Mining, is the set of techniques that allow the extraction of process descriptions, stemming from a set of
recorded real executions. Such executions are intended to be stored in the so
called event logs, i.e., textual representations of a temporarily ordered linear sequence of tasks. There, each recorded event reports the execution of a task (i.e.,
a well-defined step in the workflow) in a case (i.e., a workflow instance). ProM
(http://www.processmining.org/prom/start) is one of the most used plug-in
based software environment for implementing workflow mining techniques.
EMailAnalyzer [13] is an integrated ProM plug-in for mining processes from
email logs, that are XML files compatible with the ProM framework, built
through the analysis of (i) senders and receivers, in order to guess the actors
involved, and (ii) tags on email messages and subjects, for extracting the task.
email messages are extracted from an Outlook archive. Our approach shares
similar ideas for the disambiguation of actors and sociograms, and aims at extending it by (i) building a plug-in based platform capable to retrieve email
messages from multiple archives (not only Outlook), and (ii) extracting cases
and relations among tasks from a more comprehensive analysis of email fields
(headers, threads, body, subject, etc.). We also adopted a different approach
for modeling the discovered workflows, i.e., the declarative one (see Section 3),
since it is considered more suitable for artful processes.
[14] shows how the declarative approach can help in obtaining a fair trade-off
between flexibility in managing collaborative processes and support in controlling and assisting the enactment of workflows. DecSerFlow and ConDec, now
named Declare [8], define constraints templates for declarative workflows as
formulations of Linear Temporal Logic.
[7] outlines an algorithm for mining Declare processes, implemented in ProM.
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The technique is based on the translation of Declare constraints into automata,
that traces are replayed on top of. [6] proposes an evolution of [7]: there, a twophase approach is adopted. The first phase makes use of the Apriori algorithm
[1], in order to identify correlated activity sets. The candidate constraints are
computed on the basis of the correlated activity sets only. During the second
phase, the candidate constraints are checked as in [7]. In the end, only those
mined constraints that comply to some user-defined metrics are shown. We
preferred though to elaborate a technique which avoided the replay of the traces
on automata, as in [7], so to diminish the time for computing the result.

6

Conclusions

In this paper, we have discussed the concept of artful processes and we have
shown an approach and a tool, namely MailOfMine, able to mine declarative
process models out of email archives. As drawn in Section 4, the tool has
been proven to be be efficient and effective, being experimented on a quite vast
collection of real email messages.
In future investigations, we aim at addressing the complementary challenging
issue of inferring the data flow in artful processes. Indeed, in order to comprehend (and apply) an artful process, a knowledge worker needs to understand
the data flow in conjunction with the control flow. For sure, it is useful to know
that the activity submit report is followed by review report; its usefulness can
be greatly improved if the user can also understand what factors in a report
can cause an approval vis-a-vis rejection. Our future work will address how the
data flow can be mined and summarized along with the process flow.
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